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ABSTRACT

The increasing utilization of artificial intelligence (Al) in program evaluation has given rise to
novel opportunities in data gathering and analysis, document synthesis, and predictive
modeling. Evaluators are exploring a growing array of applications, ranging from traditional Al
systems useful for classification and prediction, to generative Al tools more suited to producing
text or images. While these technologies offer efficiency gains, their integration into the
evaluation practice also raises significant concerns and creates new risks.

This article explores four important pitfalls associated with the use of Al in evaluation: the
illusion of infallibility, the lack of explainability, the distortion of reality, and the reinforcement of
inequality. The analysis draws on examples from both traditional and generative Al systems to
demonstrate how these technologies can undermine core principles of the evaluation practice.
The article posits a need for more critical and reflective engagement with Al. In this new age of
Al, evaluators will need to adapt their professional judgment, enhance their ethical awareness,
and reconsider the methodological foundations of their practice.
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RESUME

Lessor de l'intelligence artificielle (1A) dans le domaine de I'évaluation ouvre de nouvelles
perspectives en matiere de collecte et d'analyse de données, de synthése de documents et de
modélisation prédictive. Les évaluatrices et les évaluateurs explorent un éventail croissant
d'applications, allant des systemes d’IA traditionnels utiles la classification et la prédiction aux
outils d’IA générative plus adaptés pour produire du texte ou des images.

Si ces technologies permettent d’améliorer la productivité et d’économiser des ressources, leur
intégration dans la pratique de I'évaluation souléve cependant plusieurs préoccupations et crée
de nouveaux risques. Cet article explore quatre écueils importants associés a |'utilisation de I'IA
en évaluation : l'illusion de la perfection, le manque d'explicabilité, la distorsion de la réalité et
le renforcement des inégalités.

Lanalyse s'appuie sur des exemples concrets de systemes d’IA traditionnels et génératifs pour
expliquer comment ces technologies peuvent fragiliser les principes fondamentaux de la
pratique évaluative. Larticle met en lumiére la nécessité d’adopter une posture critique et
nuancée face a I'usage de I'lA. A I’ére numérique, les évaluatrices et évaluateurs sont appelés a
adapter leur jugement professionnel, a renforcer leur vigilance éthique et a repenser les
fondements méthodologiques de leur pratique.

Mots clés : Intelligence artificielle; compétences professionnelles; enjeux éthiques;
responsabilité professionnelle; gouvernance de I'lA
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INTRODUCTION

The use of artificial intelligence (Al) in program evaluation is expanding rapidly, promising
greater efficiency and the ability to handle large amounts of data (Head et al., 2023; Jacob,
2024; Mason and Montrosse-Moorhead, 2023; Nielsen et al., 2025). From natural language
processing (NLP) of qualitative reports to machine learning models for outcome prediction, Al
tools are increasingly positioned as solutions to long-standing methodological challenges. For
example, NLP helps analyze long written reports by transforming qualitative (text-based)
information into formats that can be more easily reviewed and compared. Similarly, machine
learning models can be trained to predict outcomes based on past data, providing evaluators
with new insights and perspectives (Shapiro et al., 2024).

doi: 10.18357/cjpe.2026.40.1.1210 © 2026 RCEP/CJPE 40.1 (Spring) 1-17


mailto:steve.jacob@pol.ulaval.ca

Beyond the Hype: Uncovering Pitfalls in the Use of Al in Evaluation 3

In the fields of public administration and program evaluation, the growing use of Al is
often described in positive and supportive terms. Many people see this “technological turn” as a
way to augment human capacity and judgment, with the ultimate goal of improving decision
making (Jacob and Brousseau, 2025). For governments, Al is often presented as an unavoidable
solution to public problems, reinforcing policies centered on efficiency and performance (Powell
and McKelvey, 2024). In evaluation, enthusiasm for Al is driven by a diverse range of actors.
International funding agencies such as the World Bank and the U.S. Agency for International
Development (USAID) were among the first to encourage evaluators to leverage big data and,
more recently, Al. These organizations promote its integration in the name of modernizing
evaluation practices, reducing costs, and advancing evidence-based management (Jacob, 2025).
On the corporate side, competitive pressure amplifies this dynamic. In recent years, “generative
Al technologies ... have been rushed into integration into various product lines by large
technology companies ... . Fearing they will miss out, many businesses are scrambling to form
their generative Al strategy” (Markelius et al., 2024, p. 729). At the same time, a growing
number of startups have developed highly specialized Al applications designed to automate
specific tasks within evaluation and related professional domains. These firms focus on narrowly
defined functions, such as transcription and qualitative data analysis (Coloop), voice generation
(Murf.ai), or automated content synthesis (MonkeyLearn). By addressing concrete operational
needs, they contribute to positioning Al as an indispensable component of everyday
professional practice, particularly in data-intensive or resource-constrained environments. In
parallel, consulting firms and evaluation companies are appropriating this trend by integrating
Al into their service portfolios. Within a context of intensifying competition, Al is thus framed as
a strategic asset, one that conveys rigor, efficiency, and professional modernity.

While Al offers many promising benefits, its integration into program evaluation also
raises a number of concerns that deserve careful consideration. The existing literature around
the use of Al in evaluation often highlights the transformative potential of these technologies,
but discussions of associated risks are often limited to brief or peripheral sections. A thorough
understanding of these risks is necessary to equip evaluation professionals with the critical
awareness needed to navigate the ethical and methodological implications of Al. Such insight is
essential not only for the responsible adoption of Al tools, but also for maintaining the integrity
and relevance of evaluation practice in an increasingly data-driven environment.

This article aims to critically examine the main pitfalls associated with the use of Al in
program evaluation. While the governance of Al-related challenges in evaluation involves
multiple actors, including commissioning clients and the organizations that employ evaluators,
this article focuses primarily on the evaluator’s perspective, as the professional most directly
engaged with these tools. The analysis draws on a broad body of literature on the risks and
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impacts of Al, both in general and within the public sector in particular. The article illustrates
how these concerns take shape in the specific context of program evaluation.

Before examining these major pitfalls, a brief conceptual clarification is necessary. Al is
often discussed as if it were a single, unified technology. In reality, however, Al encompasses a
range of approaches and tools, each with different capabilities and implications.

One particularly important distinction, especially for understanding recent
developments in the field of Al since OpenAl launched ChatGPT in 2022, is between what is

III

often referred to as “traditional Al” and “generative A

Traditional Al typically relies on rule-based systems, statistical models, and machine
learning algorithms designed to classify, predict, or optimize based on structured and
unstructured data. These systems are task-specific and operate within well-defined parameters.
In contrast, generative Al is capable of producing new content by learning patterns from large
data sets as seen in large language models (LLMs) such as ChatGPT. These tools can generate
text, images, music, or even software code, often with minimal user input, typically limited to
providing prompts. However, in both traditional and generative approaches, the term “learning”
can be misleading. Al models learn patterns from data during training but do not continue to
learn or improve once deployed. These models can only be updated or improved through

deliberate adjustments or retraining with new data.

Clarifying these distinctions lays the groundwork for a more nuanced and informed
discussion of the implications of Al for evaluation practice, because each type of Al presents
different opportunities and limitations.

PITFALL 1 - THE ILLUSION OF INFALLIBILITY

One of the first challenges in using Al is to acknowledge that errors are not the exception, but a
normal feature of how these systems work. Unlike a calculator or an Excel spreadsheet, where a
given calculation always produces a result that is replicable, exact, stable, and verifiable, Al
relies on statistical or probabilistic models that produce “approximately correct” results, but
almost never perfectly accurate ones. Moreover, approximate inference techniques are
commonly used to improve processing speed, often at the expense of the accuracy of the
output generated by Al systems (Piscopo, 2013).

This may be one of the most destabilizing paradoxes of Al: The more precise Al appears,
the more tempting it is to trust its infallibility, even though uncertainty and errors are
structurally embedded. This is true for traditional Al systems that classify, sort, or predict, and
for those that generate content. In both cases, errors must be anticipated, acknowledged, and
actively taken into account in evaluation practices.
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With traditional Al, the issue of error is well documented. It first manifests itself in what
is commonly referred to as the “accuracy rate” (McGrath, 2021). All predictive models, even the
most advanced, make mistakes. No system achieves 100% accuracy except when performing
extremely simple tasks, such as recognizing geometric shapes or sorting emails into “spam” and
“not spam.” As soon as these models are applied to complex human situations such as
predicting the probability of dropping out of school or the likelihood of the success of a
reemployment program, accuracy declines. For instance, a dropout prediction model may
report an accuracy rate of 85%, meaning it is wrong 15% of the time. Moreover, this global
accuracy rate often masks substantial variation across student profiles, settings, or population
subgroups. This is a significant point of concern when such predictions determine access to
services or resources. For example, this margin of error could result in program beneficiaries
being incorrectly identified as at risk, or being overlooked, despite needing support. Thus, in this
way, error is statistically normal, but its consequences can be very real, especially when results
are used without a critical perspective or human validation (Waller and Waller, 2020). For
evaluators, it underscores the importance of assessing not only model accuracy but also the
distribution and consequences of errors.

In the case of generative Al, errors take a different form: They are often called
“hallucinations” (Ye et al., 2023). These are not mere conversational slips, but confidently
delivered content that is entirely fabricated. For instance, when evaluators use a tool such as
ChatGPT or Copilot to summarize a report or generate a bibliography, they may end up with
fake references or factually incorrect statements delivered in highly convincing language. As
Amazon-Brown and Raftree (2024) note: “Whilst developers can work to minimise and detect
inaccurate responses, ultimately GenAl is a ‘wild horse” whose answers can’t 100% be
controlled by developers” (p. 6). In an evaluation context, this can lead to citing non-existent
sources or attributing unproven effects to a program. This type of error is particularly
problematic because it is difficult to detect without careful review since the tools are designed
to produce fluent, coherent, and persuasive output.

Acknowledging the inevitability of error in Al systems challenges the professional mental
models that guide evaluators. Rigor and quality are fundamental elements of evaluation and are
closely related to professional integrity. A faithful representation of program quality depends on
the use of reliable data and the ability to acknowledge its limitations (Henson, 2016; Stake,
2001). Without this, the credibility of an evaluation may be compromised. Evaluators’
competency frameworks consistently emphasize the need to ground evaluative judgments in
valid, reliable, and relevant data, and to maintain rigor throughout the evaluation process.

The utilization of Al, therefore, confronts the evaluator with a degree of uncertainty that
cannot be completely eliminated. This reality requires a critical stance towards technological
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promises and increased transparency towards clients and other parties involved in the
evaluation process. It is the responsibility of the evaluator to clearly explain the limitations of
the Al tools used, the associated accuracy rates, and their potential impact on findings or
recommendations. A recent study shows that informing users about the uncertainty of Al
results can help reduce overconfidence (Subramanian et al., 2023).

Whether evaluating a predictive model or a content generation tool, errors must be
anticipated and recognized in evaluation practice. This requires resisting the illusion of
infallibility projected by these technologies, a perception that is particularly misleading given
the fact that Al models “often fail to reliably solve logic tasks even when provably correct
solutions exist, limiting their effectiveness in high-stakes settings where precision is critical”
(Maslej et al., 2025, p. 5). Implementing mechanisms for human validation and maintaining a
critical mindset is therefore essential to safeguard the credibility and utility of evaluation in an
increasingly technological context.

When an error is detected, the natural response is often to investigate its origin to
correct it or prevent its recurrence. For instance, when using an Excel spreadsheet, if a result
appears to be incorrect, we typically examine the cell, review the formula, and verify that the
correct rows and columns are referenced. Essentially, this process involves retracing the
calculation logic step by step to identify the source of the discrepancy. With Al, this kind of
instinctive reasoning and these habitual approaches are challenging and sometimes impossible
to implement. Models are often opaque, complex, or designed as “black boxes.” We can see the
inputs and observe the outputs, but what happens in between is rarely accessible or
understandable, even to the most advanced users. This brings us to a second pitfall: The lack of
explainability, or our inability to explain how an output or a result was produced by the Al
system.

PITFALL 2 - THE BLACK BOX TRAP

In the evaluation process, the ability to justify an analysis and explain the rationale behind a
conclusion or recommendation is fundamental. However, the integration of Al in evaluation
complicates this requirement. Al models have the capacity to produce results that appear
credible while embedding localized errors (see pitfall 1) that are difficult to detect. This lack of
transparency poses significant challenges for evaluators. When an Al system generates a score,
a prediction, or a summary, it is paramount to understand the underlying data, rules, or
associations that produced the result. However, many Al systems operate as black boxes, with
internal mechanisms that are either too complex to interpret or entirely inaccessible. This
limitation of Al impairs the abilities to identify, revise, or rectify inconsistent results, assess the
validity of conclusions, or provide a rationale for recommendations. As such, Al introduces a risk
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of technical opacity into evaluation processes where traceability and justification are
fundamental requirements (Burrell, 2016).

This issue of explainability is often attributed to the intricacy of the underlying
algorithms used in traditional Al systems. Even when model development steps are
documented, such systems typically rely on machine learning algorithms whose internal logic is
difficult to understand or trace, even for their designers. In the context of predicting student
dropout risk, for example, Al may generate a risk score for each student, but without providing a
clear explanation of the factors that led to that result. The evaluator may not discern whether
the score is derived primarily from attendance data, academic performance, socioeconomic
background, or a combination thereof. Moreover, in instances where the model has been
developed by a private company or integrated into a proprietary platform, evaluators may lack
access to the underlying mechanisms, thereby severely restricting their capacity to interpret,
challenge, or explain the results to the commissioner or other parties involved in or affected by
the evaluation process (Burrell, 2016).

The challenge of explainability in generative Al is distinct from that of previous models.
Concerns regarding the opacity of the model, as seen in traditional Al, are less salient. Instead,
the primary challenge lies in the inherently unpredictable and non-reproducible nature of the
output. In both evaluation and science, the replicability of individual studies is considered
essential to assessing the reliability of knowledge production. However, it has been observed
that generative Al tools, such as ChatGPT, do not consistently produce similar outputs when
given identical prompts. The same input may yield different results depending on factors such as
user prompt history and internal parameters of the system. To illustrate this point, consider the
following example: Two evaluators request that ChatGPT summarize the conclusions derived
from the same evaluation report. Despite using the same prompt, the system produces
substantially different outputs in terms of tone, emphasis, and even the articulation of key
messages. The underlying causes for these variations remain opaque, as there is an absence of a
decision log, a rationale, or a clear and traceable record to retrace the process that resulted in
one version and not the other.

This lack of reproducibility and consistency poses a considerable challenge to evaluation
processes that require transparency and analytical coherence. Moreover, the training of
generative models is predominantly informed by massive corpora, often consisting of web-
based data, of which the origin, quality, and representativeness are seldom thoroughly
documented. This situation engenders substantial difficulties in identifying the types of texts or
sources that the model has drawn upon to generate content. As a result, the interpretation,
verification, and contextualization of Al-generated outputs are compromised.
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Beyond the challenges of source traceability and content verification, a more profound
issue concerns the human capacity to reconstruct the reasoning behind Al-generated outputs.
For evaluators, the inability, or extreme difficulty, of retracing how a given result was produced
undermines core dimensions of professional practice. This issue compromises evaluators’ ability
to properly justify decisions, to rigorously account for methodological choices, and to maintain a
transparent and credible dialogue with parties involved in the evaluation process. These
challenges are not merely technical; rather, they are deeply rooted in the professional
competency frameworks of evaluators. These frameworks emphasize the necessity of
methodological transparency and rigor, as well as the interpersonal responsibility to cultivate
trust, ensure accountability, and adapt communication to diverse audiences (Buchanan, 2015;
King, 2020; Tucker et al., 2023).

A recent development of increasing prevalence across various professional contexts
introduces an additional dimension to the issue of transparency and accountability. This
emergent phenomenon, termed “shadow Al,” refers to the undeclared or unacknowledged
utilization of Al tools in the workplace (Balogun et al., 2025). This practice may manifest in the
use of generative tools to revise texts, summarize documents, or even draft preliminary versions
of reports, all without disclosing this usage to clients or colleagues. This concealment does not
necessarily stem from malicious intent; rather, it can be attributed to discomfort or even shame
surrounding the use of Al. The perception of Al as illegitimate, overly “easy,” or incompatible
with professional standards can lead to a reluctance to disclose its use. Nevertheless, the failure
to disclose the utilization of Al tools can compromise the transparency of the evaluation process
and weaken the trust among the involved parties. In addition to undermining professional
accountability, such practices may expose organizations to cybersecurity risks or the unintended
disclosure of sensitive information when confidential data is processed through Al systems. This
discrepancy can be particularly problematic in cases where it becomes challenging to discern
the evaluator's professional judgment from the output generated by machine learning
algorithms (Nensa, 2025).

PITFALL 3 - DISTORTION OF REALITY

Beyond the inherent challenges in understanding a given Al output, an additional issue has
come to the fore concerning the way these systems construct reality. Al systems have a
propensity to represent the world in a particular manner, often through oversimplification and
homogenization. This tendency can be conceptualized as a form of distortion of reality.

If error is a matter of precision and accuracy (pitfall 1), and explainability is a matter of
understanding (pitfall 2), then distortion of reality is a matter of representation. It is worth
remembering that Al does not simply process or summarize information; rather, it organizes,
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filters, and reshapes reality based on the patterns it has learned from data and the implicit
criteria that emerge during training, such as what it has come to “see” as relevant, typical, or
valuable (Jacob and Brousseau, 2025).

Fidelity in the representation of phenomena under study is essential in both research
and evaluation. The reliability of knowledge production depends on its grounding in an
understanding that is accurate, nuanced, and informed by contextual realities. Moreover,
providing a faithful representation of reality is also a form of recognition, one that does justice
to the diversity of experiences, perspectives, and life circumstances of those affected by the
programs being evaluated.

This requirement is not recent in the field of evaluation. Even in the absence of Al,
evaluation practices carry the risk of simplifying or reducing reality. Constraints related to time,
data availability, or institutional preferences may direct the analysis toward what is measurable,
potentially at the expense of what is meaningful. In such circumstances, evaluators should seek
to produce a representation that is as faithful, nuanced, and contextualized as possible, given
the constraints they face. This risk of distortion is not exclusive to Al; however, Al may both
transform and exacerbate it.

With traditional Al, the distortion frequently emanates from the automated reduction of
complexity. The effectiveness of predictive algorithms is dependent on the existence of well-
defined, quantifiable, and standardized variables. However, the reality of many public
interventions or programs is rarely that simple. For example, if an algorithm is used to evaluate
the effectiveness of an employability program by considering only a six-month job reintegration
rate, it may not take into account important but more subtle effects such as participants’ well-
being or sense of autonomy. While such simplification is not without precedent, the advent of
automation and Al has served to intensify this phenomenon. To address this issue, Argyle et al.
(2023) introduce the concept of “algorithmic fidelity,” referring to the extent to which a model
accurately reflects real-world distributions for a given group.

In many cases, the selection of variables and criteria is made by model developers prior
to the development stage, and this selection is made without consultation from evaluators or
program implementers. Once encoded into the Al algorithm, these variables and criteria are
applied automatically and uniformly, without contextual adjustment (Jacob and Brousseau,
2025). Consequently, evaluators may find themselves working with a fixed representation that
does not accurately reflect field realities, or the actual dynamics of the program being
evaluated.

The manifestation of distortion in generative Al is reflected in the content it produces.
LLMs such as ChatGPT are trained on extensive corpora of online data, which often reflect
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dominant norms, perspectives, and narratives, particularly those that are North American and
English-speaking. Consequently, when tasked with summarizing a public policy or formulating
recommendations, these systems may, through a standardized lens, reshape reality, potentially
erasing cultural nuances, minority voices, or local dynamics (Lee et al. 2024).

To illustrate, a generative Al tool might produce what appears to be a “neutral” summary
of an evaluation report for a program involving Indigenous communities. However, this
summary might omit essential historical, relational, or territorial dimensions that are critical to a
culturally informed understanding. It is important to acknowledge that

the models used by GenAl [generative Al] powered tools have, for the most part, been
developed without input from those they are interacting with (for example, Gender
Based Violence experts, or survivors), leading to the models’ responses or decisions not

reflecting specific needs and realities. (Amazon-Brown and Raftree, 2024, p. 5)

Confronted with this distortion of reality, the evaluator, often placing trust in a smooth
Al-generated narrative or a seemingly clear measure, may unwittingly adopt and disseminate an
impoverished view of reality. The issue does not lie solely in what is highlighted by Al, but also
in what is omitted: perspectives that are less visible or experiences that are marginalized. The
process of Al involves the selection, simplification, and homogenization of information, resulting
in a plurality that is, in fact, reduced and sometimes even contested. However, evaluation is
precisely a practice where diverse perspectives can be explored, where divergent views can be
confronted, and where marginalized voices can be heard.

PITFALL 4 - THE FAIRNESS BLINDSPOT

Beyond the manner in which Al represents reality, another risk pertains to the concrete
consequences of its utilization on individuals and social groups. The reproduction of biases
inherent in data or the exclusion of certain profiles can lead to the reinforcement of existing
inequalities or the creation of new ones. This risk has been extensively documented in the
literature on algorithmic bias (Kordzadeh and Ghasemaghaei, 2021; Jacob and Brousseau,
2025).

Traditional Al models, widely used for prediction, classification, or recommendation
purposes, rely on historical data that often contains the imprint of structural inequalities. In the
event that records of program participation, performance, or outcomes are themselves biased
by past discrimination, models trained on such data are likely to learn and replicate these
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biases, sometimes without raising red flags. However, beyond the data itself, the processes
through which Al systems are developed and trained also matter. This includes who designs the
system, who selects the data, and who determines what the system is meant to optimize or
consider a successful outcome. Algorithmic biases often reflect dominant social logics
embedded in the design and training of Al tools. Programming decisions, which may appear
minor or technical at first, can engender serious social consequences, particularly when they
standardize complexity or omit irregular cases (Merigoux, 2024). Addressing these risks requires
contextual awareness and the ability to analyze the power dynamics that shape the data and
assumptions encrypted in Al models.

The phenomenon of bias reproduction has been observed in various contexts. For
example, Mashhadi et al. (2021) demonstrated that Al algorithms analyzing park visitation
through social media images systematically undercounted children and non-white visitors. This
form of mechanical reproduction of inequality is especially problematic when it goes unnoticed
under the perception of algorithmic objectivity (Zanna and Sano, 2024).

In program evaluation, these algorithmic biases can affect access to services, distort
performance measurements, and exacerbate existing inequalities. Of particular concern is their
potential to go undetected in the absence of disaggregated data analysis and intersectional
frameworks. Without such critical scrutiny, Al systems run the risk of perpetuating inequality
while providing a misleading sense of objectivity and neutrality (Bouyousfi and Ouedraogo,
2025; Jacob and Brousseau, 2025).

Generative Al introduces another dimension of inequality risk by standardizing discourse
around dominant sources. LLMs are trained on vast online corpora and tend to amplify what is
most salient, particularly English-language and North American frames of reference, often at the
expense of minority languages and alternative viewpoints (Erdocia et al., 2024). This dynamic
not only distorts representations across different national and cultural contexts (see pitfall 3),
but also risks reinforcing existing inequalities by excluding perspectives that data-driven systems
do not capture or reflect. For example, when asked to summarize policy best practices, Al
frequently reflects assumptions embedded in dominant models, overlooking the institutions,
values, and priorities of less represented communities. Without careful human oversight, the
use of generative Al could marginalize local specificities, consolidate existing inequalities, and
diminish the voices of communities and perspectives already underrepresented in policy
discourse. In evaluation, where practitioners aim to engage diverse stakeholders, the
automation of discourse can obscure alternative forms of knowledge and exclude issues that fall
outside dominant normative frameworks.

To address this issue, Carbonell Cortés et al. (2024) highlight the importance of
constantly monitoring data quality and integrity to prevent biases from being reproduced or
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amplified in decisions based on Al outputs. This means that evaluators cannot rely solely on
technical outputs and must be aware of the discriminatory effects that blind usage of these
tools may have on individuals and groups. Without critical oversight, Al can reproduce existing
inequalities by embedding them in implicit rules, outputs, or narratives that become difficult to
challenge or reverse (see pitfall 1). This vigilance is central to ethical practice, which requires
evaluators to anticipate and mitigate risks of discrimination.

CONCLUSION

In this exploration of the use of Al in evaluation, four risks have been identified. Each type of
risk illuminates a specific facet of the current transformations affecting evaluation practice.
These risks are not merely speculative. Their effects have already materialized in various
settings. Moreover, this concern is amplified when it is taken into consideration that these risks
are all interconnected and each directly impact the foundational pillars of evaluation, such as
rigor, ethics, and social impact. These risks cannot be fully understood at the level of individual
professional practice alone, as the adoption and governance of Al are shaped by institutional
incentives, funding models, and policy frameworks that structure evaluators’ work.
Consequently, the responsibility for mitigating the risks depicted in this article extends beyond
individual practitioners to include commissioning bodies and the organizations that employ
evaluators. These entities play a pivotal role in establishing the standards, incentives, and
governance frameworks that determine how Al is integrated and managed within the
evaluation practice.

As Al technologies become more accessible, more powerful, and more attractive due to
their apparent efficiency and ease of use, a new dynamic is emerging at an almost
imperceptible level. This dynamic involves a gradual shift of attention, judgment, and critical
thinking to the tools themselves. In the field of evaluation, this phenomenon can lead to an
increased reliance on automated analyses or predictive models, which carries the risk of
delegating a substantial portion of interpretive authority to these systems. The outputs
generated by Al systems may provide a perception of enhanced robustness or objectivity, even
when the underlying assumptions are questionable, or the data is incomplete. This perceived
“technical neutrality” may lead to the routine application of these tools, potentially resulting in
the sidelining of human expertise. While Al can be a powerful tool, it cannot and should not
replace the professional judgment that remains at the heart of evaluation work.

The challenge, therefore, lies not in technology but in professional standards, as the
impact of Al on practice is determined by the relationship evaluators develop with these tools. If
methodological choices, data sources, or the social implications of findings are no longer
subjected to rigorous scrutiny, there is a real risk of diluting responsibility, standardizing
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approaches, and ultimately weakening the capacity for evaluation itself. To address these
challenges, it will also be necessary to foster a collective conversation about the governance of
Al in evaluation. This discussion should extend beyond the scope of technical adjustments or
individual responsibility to identify the institutional, professional, and policy arrangements that
can support the appropriate, and at times limited or prohibited, use of Al (Jacob, 2027). While
many professional evaluation associations have established ethical guidelines, they have yet to
articulate specific orientations for the responsible use of Al, despite its rapid integration into
evaluative practice. The development of such guidance would contribute to ensuring that the
use of Al enhances evaluative capacity rather than perpetuating the prevailing tendency to
adopt technology for its own sake.

Beyond the technological and ethical issues highlighted in this article, the use of Al in
evaluation raises more fundamental questions about how knowledge, evidence, and judgment
are constituted in an algorithmic environment. The probabilistic logic underpinning Al systems
invites reflection on its compatibility with evaluative reasoning, which relies not only on data
but also on interpretation, contextual understanding, and professional judgment. While this
article adopts a diagnostic lens to identify key risks, further work is needed to explore where Al
may be inappropriate or even detrimental to the evaluative practice in an increasingly
automated landscape.
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